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In-memoryy transactionrprocessing

system Isa key pillar for many

systems like order entry, Web service, and stock exchange

A fast In -memory distributed
scales from single machine

HTNM Hardware Transaction Memory
Allow a group of load & store instr. to
execute in an atomic , consistent and

TPGC

transaction system
using HTM and RDMA

+ HTM & RDMA

iIsolated (ACI) way — i
+ HTM 5 B Silo |
-0-Calvin
DITM*: 1,020 ' |a~DBX | <
1 MxT16T +DrTM

Single machine
Z High performance
Z Not scale -out

#

DrTiMt In-memory, TX processing system
Z Target: OLTPworkloads
Z Two independent components:
Transaction layer & memory store
Z A partitioned global address space

(—T DITM#: 5,519

6EMx1 6T
+ RDMA
DTX#: 10,000

Distributed syst
Z Good scalability
Z Poor performance

# Each: 20 -core Intel E5 -2650 w/o HT, Mellanox ConnextX -3 56Gbps IB, 1 warehouse/T
$ Each: 16 -core Intel E5 -2650 w/ HT, Mellanox ConnectX -3 56Gbps IB, 240 warehouse/M
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RDMA: Remote Direct
Memory Access

Architecture

Neiwork
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Provide cross-machine
accesses with high
speed, low latency &
low CPU overhead

Fully leverage processor & networking features
Local TX: HTM &Distributed TX: 2PL +HTM

Transaction Layer

START remote writeset,remote readset|

Case Study

D I T M 6 S T Frna ns a C }t/lol:k r@ﬂoﬁ kéy and fetch value
foreach key in remote writeset
STARTLOCALTX+COMMIT & Cmmmmm -
i end_time = now + duration
foreach key 1in remote readset
IQEﬁA()TE end time = MIN(end tlme !
READ/WRITE __ _\ e gaend ime).
\gL : %@wmm@{} //HTM TX begin
-X - START
HTM
T™XN | =1, o . e\ [ T
LOCALIX g <) -
1f key.1s remote() == true
return read cachelkey]
- : else return (key}
B |
\LOCAL (key value)
REMOTE READ/WR”E : if key.is remote () == true
WRH‘E BACK ' write cachel[key] = wvalue
L \ else (key, value)

CoMMIT

_______________________________________________________________________________________________________________________________________________

LOCAI. WRITE (key, value)

@

ABORT (
else
f
values| key = value
else
ABORT ()

//ABORT write lecked

//BBORT: read locked

if states[key] w_lock == W_LOCKED :

_________________________________________________

T2:commit

. LoCAL _READ (key)

| IREMDTE WRITE BACK (key, wvalue)
if states[key] w_lock == W _LOCKED RDMA WRITE (key, value)
ABORT ( //ABORT write locked

//unlock |
else // no conflict w/ remote wrlte: i ROMA_CAS (key, LOCKED (m_1id) , INIT) |
return values[key]

_____________________________________________

write locked {:}
read locked {:}

T1:abort (HTM)

)

3:abort (LOCAL_WRITH
4:abort (REMOTE_WRITE

5:commit

COMMIT(remote writeset, remote readset)
//confirm all leases are still wvalid

BN VALID (end time)

ABORT () //ABORT: invalid lease

() //HTM TX end

//write back value & unlock remote key !
foreach key 1in remote writeset

TR ey key, write cache[key]) !

®

iBfl EXPIRED (END TIME (s))

s = s
goto L //RETRY: correct s

REMDTE READ (key, end time)

<;:>— INIT
RDMA CAS (key,

_s, R _LEASE(end time)) | . REMOTE_WRITE (key)

: : if s = _s //SUCCESS: init v 8 =_INIT
write lock: RDMA CAS read cache [key] — RDMA READ (key) BB AP rova cas (key, _s, LOCKED (m_id)))
read lock: Lease return end time i@ if s == s //SUCCESS: init
else if L \d write cache[key] = RDMA READ (key)
ABORT () //RBORT: write locked PR s - v _lock == W_LOCKED
else :@ ABORT () //ABORT: write locked
else

if EXPIRED (END TIME (s))

S = S

else //SUCCESS: unexplred leased goto L //RETRY: correct s
read cache[key] = BRWILGRTOLEEINS else |
return s.read lease ABORT () //ABORT: unexpired leased i

_________________________________________________________________________________________________________

HTM/RDAM -friendly
Hash Table

9 Decoupled memory region: Index & data

9 Similar to traditional chaining HT with associativity
9 Shared indirect headers: high space efficiency

9 Use one -sided RDMA ops for remote read & write

CIUﬂer Chuhﬂng Incarnation Version
P - [ Physical
V. 00:Unused -1 N e
' 01:Header £ v -
7 Cache 10:Entry D:a |:|
I 1l :Cached
- 2 =
..... T_?PEI
}'64 ﬂ 1 2 LI;"14 ' Offset/48
__Lossy
Incarnation
T—lﬂ

9 RDMA-friendly : focus on minimizing the
9 Retain the full transparency tothe host
9 The size of cache for locationis small
9 All client threads can directly  share the cache

lookup cost

Memory Store

/

A 6-node Cluster

. two 10-cores, RTMenabled
Mellanox ConnectX -3 MCX353A 56Gbps InfiniBand NIC w/ RDMA

Intel E5-2650 w/o HT

The emergence of

advanced hardware features

exposed new

opportunities to rethink the design of transaction processing systems

DrTM: 1. A concurrency control scheme using
2. Lease-based shared lock using RDMA

HTMand 2PL

3. HTM/RDMA-friendly hash table and caching

Achieving orders-of-magnitude higher throughput

and lower latency

than prior general (w/o advanced hardware features) designs
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